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Abstract

Ownership changes are common across firms of all sizes, and they have meaning-
ful impacts on firm performance. Using a panel of Canadian administrative data we
document that sales are an important margin in the firm life cycle, larger than exit
rates for employer firms. Applying an event-study framework, we find that (a) survival
rates initially decline post sale, leveling off after three years and (b) conditional on
survival, profits are permanently higher. Embedding ownership changes in a model of
firm dynamics, we find that 4.5% of entrants survive due to the option value of sale
and that, within ten years from birth, 13% of dispersion in firm size is attributable to
realized ownership changes. Moreover, ownership changes are particularly important
for high productivity firms, accounting for one quarter of revenue concentration among

the top 1% of businesses.
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1 Introduction

Do owners matter for firm performance? Existing studies have found that ownership changes
drive productivity and growth among startups (e.g. [Ewens and Marx] 2018; Becker and
Hvide, 2022)), manufacturers (Lichtenberg and Siegel, [1989)) or entrepreneur-led businesses
(Guntin and Kochen| 2024). Nonetheless, relatively little is known about the frequency and
impact of ownership changes across the entire economy. This paper leverages administrative
data to study the impact of ownership changes across the universe of incorporated employer
firms in Canada. We find that changes in firm ownership are widespread and risky — on
average profits rise with new owners, while some will fail. Incorporating ownership changes
into a quantitative model of firm dynamics, we find they play a significant role in survival
and dispersion in firm size along the life cycle. Moreover, the scope for productivity growth
from new ownership is larger among highly productive businesses, accounting for one quarter
of revenue concentration among the top 1% of firms.

Our data come from the Canadian Employer Employee Dynamics Database (CEEDD),
which contains the universe of firms and employees operating in Canada. In addition to
standard firm level variables (e.g. employment or revenue) all owners holding at least 10%
equity in a company must file an annual declaration, allowing us to track ownership for the
vast majority of firms over time. We define an ownership change, which we often refer to as a
“firm sale” from here on out, as occurring when a majority stake changes ownership between
two consecutive years, and we focus on external sales (equity transfers to new owners), as
opposed to internal sales (equity changes among existing owners). We find that firm sales
are widespread. Among employer firms, the average sales rate (0.79%) exceeds the average
exit rate (0.67%). Sales increase in firm employment, both in absolute terms and relative to
exit: Among firms with at least 100 employees, the fraction of firms sold is almost 3 times
larger than the fraction of firms exiting (1.72% vs. 0.64%), and more than twice the share
of small firms sold (0.7%).

To characterize the dynamic impact of ownership changes on firm performance we follow
a coarsened-matching framework similar to Smith et al.| (2019), matching sold firms with
non-sold firms according a number of criteria reflecting business and owner characteristics.
We then perform an event study of the impact of sales on measures of profit per worker and
firm survival. The results are striking. The survival rates of sold firms initially decline post-
sale, levelling off after three years. Conditional on survival, however, profits are persistently
higher. We argue that these results reflect risky sales: new ownership represents operational

changes in firms that are on average productivity-improving but will occasionally fail and



lead to exit [l

To evaluate the quantitative importance of ownership changes for entry, exit and firm
size, we incorporate the possibility of new ownership within a standard model of firm dy-
namics (e.g. [Hopenhayn and Rogerson, (1993)). To do this, we separately model a fixed firm
productivity type and a firm-owner match quality (in addition to a time-varying, idiosyn-
cratic component). The sale of a firm, then, represents a firm climbing up an owner match
quality ladder, which is the source of gains from trade. To capture the riskiness that our data
suggest, we treat a new firm-owner match as noisily observed ex-ante. Sales will occur as long
as the expected gains from trade are sufficiently large, but ex-post realizations of the match
productivity will lead to higher initial exit rates of sold firms, conditional on age and size. It
is worth emphasizing here that we do not model owners/entrepreneurs explicitly, as in other
recent papers that incorporate ownership changes (Guntin and Kochen| 2024; [Mahone [2023;
Bhandari et al., 2022} (Gaillard and Kankanamge, [2020). In the data, the mapping between
owners and firms is noisy, with many corporate owners and serial entrepreneurs. We treat
owners as in infinite supply, focusing exclusively on the firm side and the risk implied from
changes in ownership.

We calibrate the model to match salient features of our data with respect to firm dy-
namics and ownership changes. A key result from the calibration is a negative correlation
between firm type and owner match quality in the sampling distribution. This implies
that more productive firms have greater scope to improve productivity through ownership
changes, which drives the quantitative importance of firm sales for aggregate output and
firm concentration. In Section we discuss how this correlation is identified by jointly
matching the cross-sectional pattern of sales rates by size and the dynamic impact of sales
on survival.

We find that firm sales in the model operate through two distinct mechanisms. The first
is the impact of realized sales, which on average raise owner match quality and improve total
firm productivity. The second is the option value of sales. Even absent a sale occurring,
the option to improve an owner match has a significant impact on firm values, particularly
among mid-type firms with low owner match quality.

In all of our counterfactual analysis, we therefore distinguish between the impact of
realized sales and their option value. We begin by studying the role of ownership changes
for survival and growth dynamics. Ownership changes impact survival primarily through

the option value of future improvements in owner matches for young firms. In the calibrated

!An example of these operational changes can be found in Davis et al.| (2014), who find that private
equity acquisitions of manufacturing firms improve productivity by shutting down less productive plants and
expanding more productive ones.



model, 4.5% of entrants survive exclusively due to the continuation value arising from a
possible future sale. This impact is entirely concentrated among firms in the middle to lower
end of the firm type distribution. The impact of ownership changes on firm size, however,
are primarily driven by realized sales. Within ten years from birth, 13% of dispersion in
cohort size is attributable to realized ownership changes.

From these firm-level dynamics we next move to consider the aggregate impact of owner-
ship changes for the stationary firm size distribution. Allowing for the sale of firms lowers the
exit rate, raises owner match quality and lowers firm productivity, as less productive firms
can survive by searching for better owner matches. Most striking, however, is the extent to
which incorporating ownership changes push out the right tail of the firm size distribution,
accounting for one quarter of revenue concentration among the top 1% of firms.

Finally, given the importance of firm sales in the benchmark economy, we study the
potential for policy to improve output and productivity through incentivizing ownership
changes. We compute the optimal subsidy to owner search in the model and find a relatively
small subsidy equal to 21% of search costs. The policy targets high type firms in the middle
of the owner match distribution who, absent the subsidy, would not search for new ownership.
In the aggregate however, the impact of the subsidy is small, raising consumption by 0.1%.

In summary, this paper makes two contributions to the literature. First, we document
that ownership changes are widespread across the firm size distribution and that they mean-
ingfully impact firm performance. Second, we use a structural model of firm dynamics,
augmented to allow for firm sales, to quantify the impact of ownership changes on survival,
firm size dispersion and aggregate output. We find that ownership changes are an impor-
tant source of productivity growth especially among large firms, and that owner reallocation
accounts for one quarter of firm concentration at the top.

The remainder of the paper is organized as follows. Section [2| discusses related work.
Section [3] introduces the CEEDD data and presents our main empirical results. Section
develops a model of firm dynamics with risky ownership changes. Section [5 discusses the
model calibration, intuition for how the model and data map together, and computes our
primary counterfactuals for the impacts of realized sales and their option value. Section [
quantifies the optimal subsidy to owner search and discusses its aggregate impact. We then

conclude.

2 Related Work

Empirically, the most challenging aspect of studying ownership changes is capturing their

dynamic impacts, which requires firm-level panel data with ownership information. Among



the papers that do this, many focus on a specific industry (e.g. manufacturing plants as in
Lichtenberg and Siegel, [1989), a specific firm type (e.g. venture capital-backed startups in
Kaplan et al.| (2009) and |Ewens and Marx| (2018)) or entrepreneur-owned businesses in (Guntin
and Kochen, [2024)) or a specific type of ownership change (e.g. private equity buyouts as
in Davis et al. 2014)). Broadly, these papers find that ownership changes have a significant
and positive impact on firm or plant performance. Relatedly, a number of papers study
the contribution of owners to firms by examining unexpected owner deaths. These findings
are in some sense the inverse of the voluntary changes in ownership analyzed above. Smith
et al.| (2019)) use administrative data from the U.S. and find a large and persistent drop in
profits upon owner death. Becker and Hvide (2022) study start-up performance, also using
founder death to identify the contribution of founders to business growth. They find negative
effects on both survival and growth from founder deaths. |Choi, Goldschlag, Haltiwanger,
and Kim! (Choi et al., forthcoming) consider the broader team among startups, both owners
and highest paid employees, with findings that are qualitatively similar to the other papers
cited above. Our analysis of firm sales includes all incorporated employer firms, in contrast
to the first set of papers, and all motivations for ownership changes, in contrast to the second.
This broader view matters. For example, we document that, across the entire economy,
the sales rates of firms increase with firm size. By contrast, the sales rate among entrepreneur-
owned firms declines in size (Guntin and Kochen, 2024).E] In addition to our broader analysis,
we also provide novel evidence on the impact of sales on survival. We document a large
initial decline in survival among sold firms, which is important both for how we interpret
what ownership changes represent and how we discipline the structural analysis.
Understanding how ownership changes drive firm dynamics requires a structural model of
firms and firm sales. Several recent papers develop models along these lines. [Mahone, (2023))
provides evidence on the frequency and prices of firm sales in the U.S., using a search and
matching model to quantify the role of search frictions on ownership changes and aggregate
output. Bhandari et al.| (2022) develop a theory of the firm with tangible capital, intangible
capital, and asset sales to study allocative efficiency and the taxation of business income.
Gaillard and Kankanamge, (2020) develop a model of intangible capital and business resale
to quantify sales impacts on the wealth distribution. Guntin and Kochen| (2024) use their
empirical results to argue that borrowing constraints generate a motive for firm sales. Our

structural model differs in both feature and purpose. First, the model features risky sales as

2Guntin and Kochen| (2024) argue that, among this set of firms, capital constraints are the primary
motivation for ownership changes. If we impose restrictions in our data to mimic the set firms in their
sample (individual owners, no co-owners, at least one employee), we also obtain a negative correlation
between firm size and the incidence of firm sales, but this is at odds with the patterns we obtain with the
full sample of employer firms.



a channel novel to the literature. We argue this is needed to reproduce the dynamic impacts
of firm sales on survival. Second, we use the model to decompose the role of firm sales for
key dynamics, such as entry, survival, and for the stationary firm size distribution.

This focus on firm dynamics also links the analysis directly to a number of recent papers
in the empirical literature on firm dynamics. [Pugsley et al. (2021) study the sources of
heterogeneity in firm growth, arguing that most appear driven by ex-ante heterogeneity
rather than ex-post shocks. |Jaimovich et al.| (2023)) also consider a richer process for firm
dynamics and study the implications for aggregate responses to policy changes. Both papers
argue that standard modeling approaches for firm productivity processes need to be enriched.
In the context of this literature, we study one particular mechanism (ownership changes) and

quantify its contribution to firm dynamics.

3 Empirical Evidence on Ownership Changes

We begin this section by describing the data we use for our analysis of ownership changes,

before presenting key statistics and analyzing both the drivers and effects of firm sales.

3.1 Canadian Employer Employee Dynamics Database

We use the Canadian Employer Employee Dynamics Database (CEEDD) for the years 2001-
2017. The CEEDD is a collection of administrative datasets maintained by Statistics Canada
that allows for linking employers and employees. Our firm level data comes from the National
Accounts Longitudinal Data File (NALMF) which includes annual data on all incorporated
or (unincorporated) employer firms operating in Canada. In the NALMF, we observe more
than one million firms each year, with information on revenue, expenses, employment and
many other firm characteristics such as industry or firm age. Individual data on workers
and owners comes from T4 employment files, which provides data on labor income, as well
as the T1 Family Files which includes information on age and family relationships. Finally,
ownership information is obtained from T2 Schedule 50 (T2S50) filings, which are required
of all equity holders (individual or corporate) with a stake that is 10% or larger.

The basis for firm files in the NALMF is Statistics Canada’s Business Register. When
a new business registers in Canada it receives a Business Number (BN) from the Canada
Revenue Agency (CRA). An enterprise, which contains one or more BNs, refers to the highest
level of the Business Register statistical hierarchy and is associated with a complete set of

financial statementsE] The enterprise is the unit of analysis in the NALMF, and we will use

3See https://www23.statcan.gc.ca/imdb/p3Var.pl?Function=UnitI&Id=140364
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Figure 1: Enterprise Ownership Structure in the NALMF

Enterprise A (NALMF)

Owner A (33.3%)
Owner B (33.3%)
Owner C (33.3%)

— T

BN 1, Assets=100] |BN 2, Assets=50 |

Owner A (50%) Owner C (100%)
Owner B (50%)

the terms firm and enterprise interchangeably.

Ownership data from T2S50 filings is at the BN level and so must be aggregated to the
enterprise level in order to be matched to the NALMF. We do this using BN-level asset
information as ownership weights in the aggregated enterprise. Figure [1| presents a diagram
example of an enterprise containing two business numbers. Ownership weights of Enterprise
A are computed by multiplying the equity share of an individual by the share of assets their
business represents for the enterprise. For example, Owner A’s share of Enterprise A is
computed as 0.5 X % = 0.333.

Our baseline sample selection requires a firm to have no missing years of observation or
missing owner information. Because we are interested largely in employer firms we require a
firm to have non-zero employment for at least one year in the sample (by which we mean a
tax schedule T-4 is filed). Finally, as is common in the literature (e.g. [Smith et al., [2019),
we remove all government and FIRE NAICS categories. This avoids certain industries where

new business creation may not be closely linked to new economic activity.

3.2 An Overview of Firm Sales

We define a firm as exiting in year ¢ if they are not observed in ¢ 4+ 1 and are not identified
as a predecessor to a firm in year ¢ + 1] Changes in equity ownership are inferred through
T2S50 filings. We define sales as changes in the controlling share of a company (at least 50%

of equity) between ¢ and t+ 1. We separately identify sales as external (sales to new owners)

4Through mergers and break ups of companies, new firms may be created (or disappear) that are in fact
partial continuations of existing firms. The linked employee-employer nature of the CEEDD data allows us
to identify these firms through shared employees, addresses, names and physical location. Statistics Canada
provides a basic set of files identifying predecessors and successors to which we add additional checks.



Figure 2: Sales Rates Over Time (2001-2017)
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We begin by characterizing some basic features in the data. Figure [2| plots the pattern of
sales rates over time. The average sales rate in our sample is 1.4 percent, while for external
sales only it is 0.8 percent. Total sales rates have been declining over the sample, but this is
largely driven by internal sales. The external sales pattern (dashed line) is roughly flat.

Figure |3 puts sales rates in the context of firm exit rates, a margin that has received
much attention in the firm dynamics literature.ﬁ We see that for all but part-time employer
firms, sales rates are at least as large as exit, and grow in firm size. We view this as evidence
that sales is a quantitatively important margin in the firm life cycle.

We also look at who buyers and sellers are in this market. We distinguish between
corporate owners and individual owners, where we separately consider serial and non-serial
individual owners. We follow Brandt et al.| (2022)) in defining a serial owner as an individual
observed owning two or more firms in the sample. We define a firm as sold (bought) by
a corporate owner if the majority of equity pre-sale (post-sale) is owned by a corporation.
Looking at Table [T, we see that corporations are heavily over-represented in the market, as

both buyers and sellers, while individuals are under-represented.

5More details on the creation of the data set and relevant variables can be found in Data Appendix
SWe do not use age here because firms enter the NALMF upon incorporating or hiring. In the data, age
information based on various founding year definitions are noisy.



Figure 3: Sales and Exit Rates by Size
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Table 1: Owner Types by Buyers and Sellers

Firms
Majority Type All Sold  Bought
Corporate 14.01 25.25 48.57
Individual, Non-Serial 50.60 29.82 26.90
Individual, Serial 35.40 44.92 24.53

Finally, to get an overview of what firms look like at sale, we estimate a logit model
on firm and owner characteristics. Firm variables include profit-per-employee, size, lagged
growth, age, and (2 digit) NAICS. For our measure of profits, we use the difference of reported
revenues and expenses. Owner variables include majority type (individual, individual serial,
corporate) and, for individuals, owner age. Table 2| reports the results for key explanatory
variables of interest.

On the firm side, profits appear only weakly positively associated with sales likelihood.
Notably, while sales rates appear increasing in firm size (as suggested by Figure [3), they are
decreasing in firm age. This suggests that age and size, while correlated, contain different
information, a point emphasized in the literature on firm learning[l]

For owners, where the base category is corporate, we see that firms which are major-

ity corporate-owned are the most likely to be sold, followed by those owned by serial en-

"See e.g. lJovanovic, (1982).



Table 2: Predictors of Firm Sales

Dependent Variable: Pr[External Sale = 1]

Profit Per Employee 4FE — 9*
Firm Size
1-9 employees 0.090%**
10-19 employees 0.315%**
20-49 employees 0.359***
50-99 employees 0.325"**
100-249 employees 0.329***
250-499 employees 0.361%**
>500 employees 0.527***
Average Pre-Sale Employment Growth
> 2% 0.014
< 2% 0.067***
Firm Age
2-4 years —0.243***
4-6 years —0.341%**
6-8 years —0.434***
8-10 years —0.471%**
10-15 years —0.511%**
15-20 years —0.520***
> 20 years —0.502%**
Ouwner Type
Non-serial, Individual —1.008***
Serial, Individual —0.245%**
Average Owner Age
25-35 years —0.296***
35-45 years —0.399***
45-55 years —0.382***
55-65 years —0.116***
65-75 years 0.191***
> 75 years 0.100%**
Year dummies v
NAICS dummies v
N 10,719,140

**p < 0.01,** p < 0.05,* p < 0.10. Time fixed effects included.

trepreneurs and then individuals. This is consistent with the over-representation of corpo-
rations in the market for firms, observed in Table [I] Lastly, the point estimates for owner
age suggest a U-shape: young owners are initially more likely to sell than middle aged, after

which the sales likelihood increases again as owners age into retirement.



3.3 The Dynamic Impact of Sales

We next turn to analyzing the impact of sales. To do this, we use an event study framework to
compare sold firms with similar non-sold firms in the sample following a coarsened-matching
approach. We then focus on two outcomes: profit per average worker and survival. For
inclusion in our sample, we require sold firms to be sold only once and focus here on external
sales. A non-sold firm must have never been sold in our sample and cannot exit before the
time of the match. We also require firms to have revenue greater than $10,000 the year prior
to sale, have positive revenue in the four years prior to sale and have positive employment in
at least one of the four years prior to sale. With the resulting set of firms, we then construct
a coarsened matching sample using similar criteria as in Smith et al. (2019). Firms in the
sold group are matched with the non-sold group in the year before sale according to five
criteria (i) Revenue quintile, (ii) Number of owners, (iii) Average owner age, (iv) Firm age,
and (v) 2-digit NAICS.

For each sold firm j and match j' in panel year ¢, define the difference:

}/j’j,at = yjzt - yj,’t7 (1>

where the outcome variable y represents profit per average pre-sale employees or survival

(1=survive). We then estimate the following regression equation:

Yije= > Bl + €51, (2)
ke{—4,—3,-2,0,1,2,3,4}
where [ J’ft is an indicator variable for firm j’s event year k in panel year ¢t. Year dummies
are also included and standard errors are clustered on the match. It is worth emphasizing
here that we are not interpreting the point estimates of Equation 2/ as causal. The treatment
in such an analysis is commonly argued to be exogenous, as in the death of owners studied in
Smith et al.|(2019). In our case, firm sales are clearly endogenous, non-random outcomes. We
view our results as summarizing the change in firm performance post-sale after controlling for
characteristics commonly thought to account for business dynamics (our matching criteria).
Figure 4] displays survival of sold firms relative to the non-sold, matched sample over four
years pre- and post-sale. Point estimates, which are the differences in conditional means,
show that exit rates are higher for sold firms in the first three years post sale. The flattening
of the plot in years three to four indicates that eventually sold firms exit at the rate of their
counterparts.
Our second main result concerns profit per average pre-sale worker (i.e. the denominator

is held fixed). Figure [5|shows the impact of sales on profits. The blue line denotes the impact

10



Figure 4: Firm Survival Upon Sale
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Figure 5: Firm Profits Upon Sale
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of sales on all firms, while the green line conditions only on firms surviving in the four years
post-sale. There is a clear jump in firm profits upon sale, which is persistent and sizeable,
with point estimates around $15,000 per worker among surviving firms.

3.3.1 Interpreting the Results

The increase in profitability after an ownership change is consistent with findings from many

of the studies cited in Section [3] There is, however, no single mechanism that broadly

11



explains these profit increases — it is not clear, for example, that new owners largely come in
and cut costs. In some cases, this appears true, while in many others costs stay flat or rise,
with revenues rising faster. Employment stays relatively flat on average, although it grows
persistently under individual buyers. Capital shows a small, positive impact in the year of
sale but is then insignificant in all later yearsﬁ Thus, while there is no clear story underlying
the rise it profits, it is clear that profits are persistently higher under new owners, and this
is true when examining separate buyer types (individual or corporate).

Before turning to the survival results, it is worth reiterating that we remove all cases
where firms have an identified continuer. This rules out cases where Firm A is purchased and
then its operations rolled up into Firm B. This could be a formal merger (i.e. one company
acquiring another) or an individual buying a company and reorganizing its operations under
a different business entity. As long as this kind of purchase implies a substantial share of
the workforce at Firm A moving to Firm B, Firm B would be flagged as a successor firm
and we eliminate that sale from the sample. As a result, the exit of a sold firm does not
arise mechanically from an existing firm being rolled into a new entity. So what explains
the decline in survival among sold firms? Broadly, we consider three explanations: selection,
strategic choice and risk.

The most compelling explanation we find is that sales are risky. The shape of survival
in the initial post-sale years recalls the steep decline and then flattening of new-firm exit
rates that is well known. In the same way that models studying entry and growth dynamics
have emphasized learning, a natural way to interpret the results above is a story of ex-ante
uncertainty about an owner-firm match. Through this lens, the shape of the survival function
reflects that some new owners perform poorly, due to e.g. a failed growth strategy. For sales
to take place, the expected match quality of a new owner must be higher than the existing
one, explaining the persistent increase in profits conditional on survival observed in Figure
Bl

It is also possible, of course, that these results arise from ex-ante selection. For example,
it may be that firms with a higher risk of exit tend to be sold. One way to test for this is
to separately consider turnaround firms, i.e. firms that are on average shrinking in the four
years prior to sale, and growth firms, i.e. firms that are instead growing during that same
pre-sale period. We then run the same event study, comparing sold turnaround firms with
their matches and similarly for growth firms. The results as shown in Appendix Figure
exhibit the same patterns as Figure , which suggests that selection (as captured by pre-

sale growth rates) does not appear to explain the results. Further, the model developed in

8We note our skepticism of capital measurement in the data. Capital is generally not well measured
outside of manufacturing and often appears somewhat haphazardly reported in other industries.
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Section [4 will also incorporate selection in ownership changes so that we can quantitatively
test the strength of this mechanism.

A final consideration is that these firm exits may be strategic choices by buyers. For ex-
ample, one strategy might be purchasing a firm simply to extract short run profits. However,
when we examine what happens at failing firms post-sale and pre-exit, we find that profits,
employment and revenue all decline. This seems inconsistent with the idea of buying an
existing firm to squeeze out profits before shutting it down. An alternative strategic choice
is anti-competitive behavior. There is ample anecdotal evidence of larger firms buying up
and “killing” competitors in order to maintain market power. To examine whether this is
driving our results, we identify all sales where at least one owner post-sale owns another
business in the same geographic region and industry. We call these buyers local competitors.
Removing sales to local competitors (roughly 30% of all ownership changes) has no impact
on our event study results, either for profits or survival. Interestingly, among the set of sales
to local competitors there does appear to be a slightly stronger negative impact on survival,
perhaps suggesting some anticompetitive behaviour, but it is not driving the results.ﬂ

To summarize, our evidence suggests that firm sales represent operational changes from
new owners that are risky, but on average increase profits. The source of rising profits is
heterogeneous, in some cases due to falling costs and in others rising revenues. Both capital
and labor are largely unresponsive to sales, although labor does grow sharply among sales

to individual buyers.

4 Model

In this section, we embed firm sales into a model of firm dynamics in the spirit of | Hopenhayn
and Rogerson| (1993)). To do so, we model firm-level productivity as a combination of a firm-
level fixed effect (which we call firm type), an owner match quality and a time-varying
idiosyncratic component. This approach allows us to distinguish owners from firms, while
avoiding separately modeling owner entry and exitm

Before describing the details, it is worthwhile clarifying the main objective of the model:

our goal is to capture the empirical profit and survival dynamics through a story of risk,

9We also run the event study on separate samples conditional on buyer type, dividing the sample into
firms sold to individuals or to corporate buyers. If the survival pattern found above were explained by
anti-competitive behavior, one might expect to see corporations driving the decline in survival. Among
individual owners, the impact is attenuated for non-serial buyers, but survival among serial buyers looks
nearly identical to the results for new corporate owners.

OEmpirically, the average firm has more than one owner and many firms have corporate owners. While
these features are interesting, we leave their incorporation for future work.

13



while at the same time hewing as closely as possible to a standard model of firm dynamics/"]
We employ a simple production technology that combines a TFP term with labor inputs.
In response to an improved owner match through sale, labor expands and profits rise along
with both revenue and expenditures. This is not fully consistent with the empirical response
in labor, revenue, and expenditures, which shows mixed effects by buyer type or firm size
(e.g., employment only increases for individual buyers, but not corporate ones). However,
rather than trying to capture all such heterogeneity in inputs and response, we focus on the
two firm-level impacts of ownership changes that are consistent across our empirical analysis

(a decline in survival and an increase in profits).

4.1 Environment

The economy is populated by an endogenous mass M of heterogeneous incumbents and a

large number of potential entrant firms and owners. Time is discrete.

4.2 Incumbents

Incumbent firms are heterogeneous in productivity a;;; = €;;7;%;:, which consists of an owner
match component ¢;;, a fixed firm type «;, and a time-varying idiosyncratic component z;;.
The match component is fixed for a given owner but may change if the firm is sold. At the
beginning of each period, with a;j; known, incumbents make up to four decisions: how much
labor to hire, whether to exit or operate, whether to search, and, conditional on searching,
whether to sell.

To produce output y;;;, we assume that incumbents hire labor £ and combine it with firm
productivity a;;; as follows:

Yijt = aijtgaa (3)

where « represents the scale of production. Labor is paid a constant market wage rate w,
which is determined in equilibrium.
Let J(e,7, z) denote the value of operation for a firm with match quality e, firm type 7,

and idiosyncratic productivity z. Then, J(g,, z) solves the following recursive equation:

J(e,v,2) = max a;il* — wl + /max {0, —fe+ }%(1 — (5)](5,7, z)} h(f.)dfe, (4)

where f. > 0 is the fixed per-period operating cost, R > 0 is the gross rate of return, 6 > 0

is the probability of exogenous exit and J is the continuation value including search and

HWe extend a simple version of Hopenhayn| (1992)), in the same spirit as Jaimovich et al.| (2023)) or Pugsley
et al.| (2021]).
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sales decisions (discussed below). We assume that firms draw an i.i.d. operating cost f. each
period—denominated in units of the final good—from the exogenous distribution H(f.) .
Thus the above problem yields both exogenous and endogenous exit, where an incumbent

will choose to exit if:

£ %(1 — )T, 2). (5)

4.2.1 Search and Sale Decisions

If an incumbent firm has not exited after production, it may then have the option to search
for a new owner. Each period, a surviving firm is given the opportunity to search with
probability 7, which they will do only when the value of search S(e, 7, z) is positive. The

continuation value including the option to search is given by:

J(e, 7,2 Zf‘zz 57,2’)+77max{ (g,7, 2 Zf‘zz 57,2'),0}, (6)

Because we assume idiosyncratic shocks are realized at the end of the period, all search
takes place while computing expectations over the future idiosyncratic productivity term 2z’,
governed by the transition matrix I'(z, z/). Only firms who sufficiently value finding a new
owner will choose to search, as they must pay an upfront search cost c,. If they do decide
to search, they draw a signal s from the sampling distribution G(s, ). Taking expectations

over the set of possible signal draws, the value of search can then be computed as

S(e, v,z /maX{ZF 2,7 ( $,7,2") — J(E,W,Z’)) ,O}g(s,v)ds—cs, (7)

where J | (s,7,2') represents the value of accepting a sale for a firm with signal s, type
and idiosyncratic value z’. To capture uncertainty over the quality of a new owner match,
we follow [Menzio and Shi (2011)) and assume that with probability ¢, the true owner match
is in fact s, while with probability 1 — ¢ it is instead drawn according to the sampling
distribution. Thus, J (s,7,2") is defined as:

T(s,7,2) = (e = 5,7, 2) + (1 — ) / J(e = 2,7, 2)g(z,7)dx 8)

When ¢ = 0, signals are uninformative and all expected owner matches are equal to
the average over the distribution G(s,7), while with ¢» = 1 the match quality is perfectly

observed.
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4.3 Entrants

In each period, there is a large mass of potential entrants. Entrants face two sources of
uncertainty. First, we assume entrants face the same uncertainty about owner match quality
as incumbent firms face when considering a sale. Before deciding to enter, a potential entrant
draws signal s and firm type 7 from the joint sampling distribution G(s,~). Note that this is
the same joint distribution from which incumbents draw new potential owners (that is, owner
match qualities). As described above, the draw s is the true owner ability with probability
¥ € (0,1). The second source of uncertainty is idiosyncratic risk, as entrants do not know
the value of the idiosyncratic productivity term z; prior to making their entry decision,
which is drawn from the unconditional distribution of z, I'(z). A potential entrant chooses
whether or not to pay entry cost s before observing the realized values of these draws. In

equilibrium, the mass of entrants p. will adjust until the expected value of entry equals the

//(2?‘ (5,7, 2 %@W$m=ﬁ (9)

entry cost k > O:

4.4 Households

We assume the economy is populated by an infinitely-lived representative household. In each
period, the household supplies labor inelastically at the exogenous amount N > 0, consumes
the final good, and receives dividends from operating firms. The household discounts the

future with factor 5 € (0,1) and chooses consumption C' to maximize lifetime utility:
V = max {lnC + pV'} (10)
subject to
pC =wN + 11 (11)
where II is firm profits.

4.5 Equilibrium

A stationary equilibrium for this economy consists of a wage w, mass of entrants ., an
endogenous distribution of firms Q(e,, 2), value functions, and policy functions over exit,

search, sales, and hiring such that, given the wage w and mass of entrants p.:

~

1. Firm optimization: The value functions {J(s, v, 2), J(s,7, 2), j(s, v, 2),S(g, 7, z)} solve
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— and {z(g,7, 2), s(e,7, 2),t(s,&,7, 2),€(g,7, 2)} are the associated policy func-
tions for exit, search, sale and labor, respectively.

2. Free entry: The free entry condition @D holds.
3. Stationarity: The endogenous distribution Q(e,~, z) of firms is stationary.

4. Market clearing: The goods and labor markets clear:

N = e + / {E(e,% 2)+ (1 —=90)(1— m*(s,%z))s*(e,%z)%}dﬁ(s,% z)

* fC
+ //chgf;r(l —0)(1 — z*(e,, Z>)E dG(fe)dS2(e,, z)

Y =C.

4.6 Calibration

Our goal in bringing the model to the data is to jointly replicate cross-sectional and dynamic
moments related to firm size and firm sales. Before detailing our calibration procedure, we
first need to specify several assumptions. Following convention in the literature, we assume

that idiosyncratic productivity, z, follows an AR(1) process in logs:
Inzy =p, +p.Inzy +e€y, €.~ N(O, afz), (12)

where p, € (0, 1) represents the persistence, €, the innovation, and . the mean.
We also assume that firm type and owner match quality are joint log-normally distributed.

Specifically,

(577) ~ BVﬁN(ME?MVJU&O_’wa’Y)J (13)

where for j € {e,7}, ; denotes the mean of the logarithms of the two components, o; their
standard deviation and p., the correlation between the two. Additionally, we assume the
distribution of fixed costs is uniform on [0, f.] and calibrate the upper bound of the support,
as in [Jaimovich et al.| (2023)).

In total, the model contains a set of 15 parameters. We set the interest rate to r = 4%
annually and the labor share in production to o = 0.67. We set the exogenous firm exit rate
0 = 0.005, which is the exit rate of large firms in our data. Finally, because firm type and
match quality are multiplicative, so that dispersion in one component scales in the other,

we normalize 0., = 1 and calibrate only o.. The remaining eleven parameters are calibrated

17



to moments from the CEEDD micro-data. The values and targets for these parameters are
listed in Table [B] below.

Table 3: Parameters determined jointly in equilibrium

Parameter Value Target Data Model
Entry cost K 598 mm Avg PPW 45,801 46,187
Operating cost fe 147,320  Exit rate 2.8% 2.6%
Mean firm FE oy 2.36  Median emp 4 4.22
Mean owner FE e 0.18 PPW change at sale ES® -
SD owner FE o 0.21  P75/P25 emp ratio 5.5 6.8
Persistence (z) Pz 0.46  Autocorr. emp 0.953 0.96
SD (z) O 0.0012  Variance emp growth 0.39 0.39
Search option n 1.85E-02  Sales rate 0.79%  0.80%
Search cost Cs 420,000  Mean size sold 22.2 18.9
Owner/firm FE correlation  p., -0.44  Large firm sales’ 1.3%  1.03%
Signal precision P 0.55  Survival at sale ES“ —

(a) “ES” refers to the event study. We calibrate these parameters to reproduce the event study results in
model simulated data. (b) large firms are the top 6% of firms in the sample, which correspond to firms with
employment> 20

We ask the model to reproduce standard moments for firm dynamics (the average exit
rate, quartiles of the firm size distribution and the variance and auto-correlation of employ-
ment growth), cross sectional facts on firm sales (the average sales rate, sales rates among
large firms and the average size of sold firms) and the dynamic impacts of ownership changes
on firms. To capture the latter, we run event studies on simulated data and ask the model to
reproduce the patterns observed in Section [3.3] As can be seen in Table [3] which reports the
associated data and model moments for all targets except the event studies, the calibrated
model is able to deliver well on the targeted moments[]

Figure [0] presents the two event study figures computed on simulated data. Note that
our calibration exercise targets the overall trend rather than a specific moment. In the event
study presented in Section [3| we match on firm and owner characteristics. While our model
can simulate all the relevant firm variables, the only owner characteristic available is match
quality. In performing the event study on our simulated data below, we match firms directly
on owner match quality as a stand in for the owner characteristics as well as on the same
(or similar) firm variables as we used in our empirical analysis. The model reproduces both

the average size and persistence of profit changes upon sale, as well as the decline in survival

12 Appendix discusses the intuition for the calibration in more detail, while Appendix provides a
detailed discussion of how cg, ¥ drives sales among different firm and owner matches.
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Figure 6: Benchmark Model: Event Studies and Sales

(a) Event Study: Model Profits (b) Event Study: Model Survival
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(albeit with a slightly steeper decline than observed in the data). We do not find that
selection plays a significant role in driving the quantitative results, consistent with evidence
from the event study (see Appendix for details).

4.6.1 Identifying the productivity-match quality correlation, p,

A central result from our calibration is that the sampling correlation between firm type and
owner-match quality is negative. In the model, this means that high type firms have much
greater scope to improve productivity through ownership changes relative to lower types.
Because this has significant implications for the aggregate importance of firm sales, it is
useful to discuss what in the data identifies this. The calibration relies on two empirical
moments. First, that sales rates increase in size and, second, that sales are associated with
an initial decline in survival over the first few years.

In the model, there are two ways to induce higher sales rates among large ﬁrms.ﬁ The
first is to start high productivity firms further down the match quality latter, i.e. p., < 0.
The second is to increase the relative value of ascending a rung. Because firm and match
quality are multiplicative in the model, this is equivalent to increasing the importance of
owners (i) — the value of moving one rung up the match quality ladder becomes much
larger (in levels) for higher type firms. If a positive sampling correlation were assumed, so
that large firms start higher up the match quality ladder, then the calibration would require
the contribution of owners to increase in order to match higher sales rates among large firms.

This is visible in Table [}, which reports calibration results for an alternative case where a

13Raising search costs ¢, can also boost the relative sales rates of larger firms, but in practice the calibration
relies more heavily on the two parameters discussed here.
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positive sampling correlation is assumed and sales dynamics are ignored as targets. The
model has no trouble producing sales rates that increase in firm size, but in order to do so
it dramatically raises the search option (n = 0.98), lowers search costs (cs falls by roughly
20%) and increases the average match quality (p.) by 50%.

The problem with this calibration is the equilibrium distribution of firms and owners. As
e rises, the value of searching tilts towards larger firms. However, the decline in survival
obtained in the benchmark calibration relies on a large share of sales coming from middle-
type firms. These are the knife-edge cases that exit with bad owner matches and survive
with good matches. Raising u. to obtain sales rates increasing in size ends up reducing own-
ership changes at middle-type firms, with the result that survival impacts are substantially
dampened, initially rising and then declining only slightly post-sale (Figure reports these
event study results). Thus, a negative correlation in the sampling distribution is required in
order to jointly the capture the cross sectional pattern of sales rates by size and the survival

dynamics upon sale.

Table 4: Model Moments with a Positive Correlation

Parameter Value Target Data Model
Entry cost K 6.8 mm Avg PPW 45,801 47,324
Operating cost fo 206,797  Exit rate 2.8% 2.8%
Mean firm FE ey 2.30  Median emp 4 5.7
Mean owner FE e 0.28 PPW change at sale - -
SD owner FE o 0.09 P75/P25 emp ratio 5.5 6.5
Persistence (z) 0z 0.53  Autocorr. emp 0.953 0.96
SD (z) Oc 0.011  Variance emp growth 0.39 0.38
Search option n 0.98  Sales rate 0.79%  0.80%
Search cost cs 343,483  Mean size sold 22.4 22.2
Owner/firm FE correlation  p. 0.46  Large firm sales 1.3%  1.33%
Signal precision P 0.70  Survival at sale - -

5 Quantifying the role of ownership changes

With the calibrated model in hand, we can now ask what role ownership changes play in
driving firm dynamics. We begin by analyzing how the sale of firms impact dynamics along

the life cycle, and then trace out their impacts for the aggregate distribution[t]

n this section, we take as given the risky nature of ownership changes. Appendix provides a
discussion of how important uncertainty over new owner matches is for the benchmark economy.
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Figure 7: Ownership Changes and Firm Life Cycle Dynamics
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5.1 Ownership Changes and Firm Life Cycle Dynamics

Allowing for ownership changes affects firm life cycle dynamics in two ways. First, the option
to sell, even if unrealized, increases the continuation value of firms with low owner match
quality, increasing survival rates. We investigate this channel by setting n = 0, thus removing
the option to sell, and extracting the continuation policy from this counterfactual economy.
We then apply it to a simulation of the benchmark model to identify the firms which would
exit absent the option to sell. Figure|rajreports the results, showing the impact of the option
to sell on survival. About 4.5% of surviving new entrants would exit in the absence of the
option to change ownership in period 1. Over time, the impact of sales for survival declines,
but even by age ten more than 2 percent of surviving firms would have exited in the absence
of firm sales. Of course, sales are valued by most firms, not just 4.5% of entrants, but they
are critical to the survival of a particular set of businesses. In the model, it is mid-type firms
that are most sensitive to the option of sale: high type firms survive no matter how bad
their owner-match while the lowest types are never willing to pay the search cost[”]

The second way in which ownership changes affect firm dynamics is through realized
sales, which are less important for the survival of entrants but have a significant impact on
firm growth. The “realized sales” channel can be quantified by computing counterfactual
employment at all firms based on the initial owner match quality at entry, while allowing
the underlying exit and entry decisions to act “as if” sales were occurring (i.e. holding all
else equal). We then calculate the impact of realized sales on the dispersion in firm size

and plot this by firm age in Figure [Tbl The share of dispersion in firm size accounted

15Gee Figure in Appendix |[C} for a decomposition of Panel |7a| by firm type.
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Figure 8: Counterfactual Firm Size Distributions
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for by realized sales is substantial and grows over time. By age ten, ownership changes
account for approximately 13% of cohort size dispersion. It is worth noting that the fact
that new ownership amplifies rather than dampens size dispersion is not ex-ante obvious.
Under a positive sampling correlation, low type firms would have relatively greater scope for
productivity growth through new ownership, and ownership changes might dampen rather
than exacerbate dispersion in firm size. In our calibration however, it is high type firms who
start further down the match quality ladder, so that firm sales substantially push out the
right tail of the distribution.

To summarize, the life cycle analysis shows that a significant share of firms (especially
among the young) survive due to the expectation of sale and that realized sales amplify firm
size dispersion over time. In the next section we study how these dynamics aggregate to the

stationary distribution.

5.2 Ownership Changes and the Firm Size Distribution

We show above the extent to which ownership changes have a significant impact on firms’
life cycle dynamics. As such, sales also actively shape the aggregate firm size distribution.
To analyze in what way the sales margin drives this distribution, we proceed in three steps,
summarized in Figure [§

First, we divide the benchmark firm distribution into size quintiles (measured by employ-
ment), shown as the black bars in Figure . Keeping the associated employment bins intact,
we then, as the second step, re-visit our “No Realized Sales” exercise from above: We keep
the underlying distribution from the benchmark economy but replace realized owner matches

with the initial match a firm is born with - thus, we undo realized sales while keeping intact
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Table 5: Impacts from removing sales

Benchmark Counterfactual

Exit 2.56 2.98
Owner Match Quality 1.31 1.13
Firm Productivity 55.65 58.69
Mean PPW 46,188 44,376
Labor p25/pl 18.09 24.27
Labor p75/p25 6.77 4.51
Labor p99/p75 21.76 15.24
Total Output 1.00 0.53
Top 10% Output Share (%) 68.40 60.04
Top 5% Output Share (%) 54.45 45.62
Top 1% Output Share (%) 26.12 19.35

equilibrium selection. The resulting firm size distribution, represented by the dark gray bars
(“No Realized Sales”), yields a stark shift of mass to the left, illustrating the significant role
that realized sales play in generating the upper tail of the benchmark distribution. Absent
sales, firms stay much smaller, so that many fewer firms end up in the two top quintiles
(as defined by employment thresholds in the benchmark economy): The share of firms with
employment levels corresponding to those two top quintiles shrinks from 40 to roughly 25
percent of firms.

In the third step, we then set n = 0 to not only remove realized sales but also the option
to sell (while still holding wages at the benchmark level)m The resulting distribution of
firm sizes across the benchmark thresholds is represented by the white bars in Figure [§
Removing the option value to sell has almost no impact at the top of the distribution — the
survival of these large firms is not dependent on improving owner matches. At the bottom,
however, removing the option value of sale dramatically reduces the mass of firms in the
smallest quintile, shifting it toward the the middle. As opposed to the “No Realized Sales”
case, where firms stayed small because no sales materialized (but nonetheless survived in the
expectation of future sales), in the “No Option to Sell” equilibrium, these firms exit. As a
result, larger, mid-type firms become relatively more represented in the firm size distribution.

The aggregate impacts of removing the option to sell can also be seen in the equilibrium
characteristics reported in Table [5| The changes in the firm size distribution are reflected in
the employment ratios: Comparing the counterfactual to benchmark economies, ownership

changes compress the bottom quartile of the size distribution while expanding the rest.

16This is the same counterfactual as in but instead of merely applying the resulting policy function to
the simulation of the benchmark economy, we now look at the counterfactual equilibrium distribution.
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This can be seen even more starkly by studying the output concentration among top firms.
Allowing for ownership changes plays an increasingly important role in concentration among
top firms, accounting for one quarter of revenue concentration among the top 1% of firms.
Because this small set of firms plays such an outsized role in the economy, removing ownership
changes has a large quantitative impact. Absent sales, output falls by 47%. Less productive
firms are more likely to exit, raising the exit rate (this is the aggregate counterpart to Figure
. Average owner productivity declines, as worse owner matches are not being replaced.
Conversely, average firm productivity rises — greater firm productivity must to compensate
for the decline in owner match quality now that new owners cannot be found.

To summarize, the key insight of the aggregate analysis is that ownership changes mat-
ter because of their effect on high type firms. These firms have significant scope to improve
productivity through new ownership, so that limiting the ability to search for a more produc-
tive owner match will drive down the right tail of the firm size distribution and substantially

dampen aggregate output.

6 Ownership Changes and the Scope for Policy

Given the large quantitative role of ownership changes, how much scope is there for policy
interventions that incentivize firm sales? The potential for such policies to drive the aggregate
economy crucially depends on the joint distribution of firm types and their owner matches.
If, for example, the stationary distribution features a strongly positive correlation between
these two productivity components, then most of the scope for improving owner matches
is among low type firms. In such an environment, the aggregate impact of more firm sales
is limited by the fact that most high type firms already have good owner matches. If,
instead, the stationary distribution features a strongly negative correlation, then the scope

for improvement is potentially much larger, as there are many high type firms with poor

ownership.
As we discussed in Section |4.6.1], the initial sampling distribution in our benchmark model
features a strong negative correlation between firms and owner match quality (p., = —0.44).

Over time, as can be seen in Figure[9] firm sales reduce this negative correlation, so that the
stationary equilibrium distribution features a lower, but still negative, correlation between
match quality and firm type of -0.12. This can be seen in the first column (“Benchmark”) of
Table[6] which reports the sampling correlation and resulting equilibrium correlation between
firm type and owner match quality. The dampened negative correlation in equilibrium is
largely an outcome of the existence of sales, which we can see by comparing the “Benchmark”

column to the “No Sales” column in Table [6] which reflects the benchmark economy with
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Figure 9: Firm Type and Owner Match Correlation
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Table 6: Correlation in Stationary Distribution

Benchmark No Sales

Sampling Corr(e, ) -0.44 -0.44
Equilibrium Corr (g,7) -0.12 -0.45

sales removed.m Nonetheless, the negative correlation in the benchmark equilibrium suggest
that policies intended to incentivize owner search could boost aggregate output.

To quantify the role for such a policy, the benchmark model is adjusted to admit a subsidy
to owner search financed by a lump sum tax on the household. Table [7] presents results from
the welfare maximizing subsidy, which is equal to 21% of search costs. We find that the
optimal policy has relatively little impact on the aggregate economy, increasing stationary
consumption by 0.1%. In response to subsidized search, the average owner match is slightly
lower and firm type slightly higher, with a modest increase in equilibrium exit rates and
sales rates declining slightly.

A clue to what the optimal policy is doing can be seen in the increased output concentra-
tion among top firms. Almost all of the response to the subsidy comes from high type firms.
The optimal subsidy policy lowers search costs just enough to induce high type firms with
middle-quality owner matches to search, shifting the distribution of match quality among the
top firms to the right (see Appendix Figure , while leaving the search behaviour of less
productive firm types unaffected. In the stationary distribution, improved owner matches

imply that, even though owner search is more likely in any given state, sales rates decline

I7In fact, even when the sampling correlation is set to zero, the resulting equilibrium correlation is negative
(-0.08) and more so when sales are removed (-0.19). This negative correlation arises from the fact that high
type firms can support both high and low quality owner matches in equilibrium, while low type firms survive
only with high match qualities. Selection then leads to a negative correlation in equilibrium.
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Table 7: Policy Experiment: Welfare-Maximizing Subsidy

Benchmark Experiment

Exit 2.56 2.65
Owner Match Quality 1.31 1.30
Firm Productivity 55.65 55.73
Mean PPW 46,188 46,307
Labor p25/pl 18.09 18.09
Labor p75/p25 6.77 6.77
Labor p99/p75 21.76 22.26
Top 10% Output Share (%) 68.40 68.86
Top 5% Output Share (%) 54.45 54.88
Top 1% Output Share (%) 26.12 26.38

slightly as more new-owner draws are rejected.

7 Conclusion

In this paper we study the role of ownership changes, i.e. firm sales, for firm dynamics.
Using a detailed, administrative dataset, we are able to track the ownership of firms over
time and infer the sale of firms from changes in reported equity holdings. We show that
firm sales are widespread. The sales rate of firms is larger than the exit rate for all employer
firms, and increases in firm size. In order to study the economic significance of firm sales, we
perform an event study analysis, matching sold firms with similar, non-sold firms pre-sale.
We find that sales increase profitability on average but decrease survival in the first three
years. We consider a number of alternative explanations and argue that the most plausible
interpretation of the data is that ownership changes on average improve firm performance
but can be risky — occasionally, new owners fail.

Guided by this evidence, we incorporate risky firm sales into a structural model of firm
dynamics. We calibrate the model to salient features of the firm size distribution, growth
dynamics and sales. We then use the model to run counterfactual experiments that help us
quantify the role of ownership changes in the economy. In the model, sales operate through
two mechanisms. First, the option value to improve owner matches allows smaller firms to
survive, even if these sales are never realized. Second, realized sales directly impact firm
profitability and growth. At the firm level, we find that 4.5% of entrants survive exclusively
due to the option value of sale. Within ten years from birth, 13% of dispersion in cohort size
is attributable to realized ownership changes. Ownership changes have a large impact on

aggregate output primarily because we find that high type firms have the largest scope for
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productivity improvements through new ownership. We find that ownership changes account
for one quarter of concentration among the top 1% of firms. Small gains on the order of
0.1% can be realized from subsidizing costly ownership search.

There is ample evidence that owners matter for firm performance. This paper takes a
relatively simple approach to studying the aggregate impact of ownership changes on firm
dynamics, but there is wide scope for future work to study the heterogeneous drivers of firm

sales, impacts at sale and the role of different owner types (e.g. corporations v.s. individuals).
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A Data Appendix

A.1 Data Summary
A.1.1 CEEDD Components

We use Statistics Canada’s Canadian Employer-Employee Dynamics Database (CEEDD) for
the years 2001 to 2017. Specifically we draw variables from the following CEEDD component
files: the National Accounts Longitudinal Microdata File (NALMF'), the T1 Personal Master
File (T1-PMF), the T1 Historical Personal Master File (T1-H), the T1 Family File (T1-FF),
the T1 Financial Declaration File (T1-FD), the T1 Business Declaration File (T1-BD), the
T2 Corporate Tax Files (T2), the T4 Statement of Remuneration Paid Files (T4), and the
Record of Employment (ROE).

A.1.2 Data Set Creation

As a first step, for each year of our sample, we construct an annual file that merges firm-level
T4 employment data with firm-level data from the NALMF along with business-level data
on owners and assets from the T2-S50. We sum the business-number specific ownership
and asset information to the enterprise level, so that the data set includes observations on
the firm-owner level. We then compile the annual files into a complete panel of all firms
and owners. We discard firms with missing years in the NALMF and impute ownership
information whenever possible. Exit and entry measures are defined here: Exit is an indicator
variable that is equal to one if the firm is not observed in the next year (or any other
subsequent year), nor identified as the predecessor of a new entrant in the next year. Entry
is determined as an indicator variable based on the first year observed in the NALMF (cross-
checked against the firm’s birth year reported in the NALMF).

A.1.3 Indicator for Ownership Changes

We split the panel back into annual files and merge two subsequent years at a time to
determine owner-specific equity changes for each firm. Based on these equity changes we
create various indicator variables that are equal to one if more than a certain share of equity
has moved from an existing owner to a new owner (we call this an external equity exchange,
or sale) or to another existing owner (an internal sale). Our preferred sales indicator captures
the exchange of at least 50 percent of equity with a new (external) owner. We make sure to
exclude mergers or break ups of firms through the Predecessor-Successor files provided by
Statistics Canada. We also use the T1-FF to exclude family transfers from sales. All our
analyses in Section |3 are based on the resulting indicator for ownership changes.
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A.2 Additional survival results

Figure presents event study results from examining firm survival among growth and
turnaround firms.

Figure A.1: Firm Survival Upon Sale Conditional on Risk Type
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B Calibration Appendix

B.1 Calibration intuition

This section discusses in more detail how the model maps to the empirical targets in the
calibration. While all moments are simultaneously targeted, the intuition for the calibra-
tion procedure is as follows. The entry cost x, upper bound on fixed costs f, and sum of
mean productivity components j, + p can be calibrated to target the average profit per
worker (PPW), exit rate and median employment. Variation in owner productivity o, is
chosen to capture the firm size distribution as represented by the ratio of employment at
the 75th to 25th percentiles. Within-firm dynamics are driven largely by the idiosyncratic
productivity term z;;, and we calibrate the two parameters of the AR(1) process to match
the autocorrelation and variance of employment growth [

Turning to sales moments, we have three parameters (7, p., ¢s) and three targets: the
average sales rate, the sale rate of large firms and the average size of firms at sale. The
probability of having the option to search, 7, directly moves the average sales rate in the
model. A higher cost of searching c, can help generate selection of sales on size, making
larger firms more likely to try to find new owners and increasing the average size of sold
firms compared to non-sold. While raising c¢; may also increase the sales rates of large firms,
it will not generally be sufficient to deliver sales rates that increase in size. Large firms may
find it easier to pay search costs, but the value of searching must also be higher for them.
This value depends on the equilibrium distribution of firm type and owner match quality,
which is governed by the correlation p., in the sampling distribution. If this correlation
is negative, the equilibrium distribution will have a larger share of entrants with high firm
types but low match qualities, and therefore a stronger incentive to search for new owners.
Together, we use parameters cg, p., to match these moments.

Lastly, we want to capture the event study impacts of sale on profit per work and survival.
While the sum of 1, + pie is pinned down above, we pick the level of ji to target the change
in PPW at sale. To see why this is informative, note that in the model PPW takes the
following form (letting a = eyz be the productivity term):

1
PPW:wl_a—fc<£>la :wl_a—fc w

« aa ! aal®
In our event study, we measure PPW holding labor constant at the pre-sale level. In the
model, holding labor constant, PPW only changes because of fixed costs and productivity
terms (a). What we evaluate in the event study is the difference between matched sold and

non-sold firms. This can be expressed as:

w

w w
PPW, = PPWys = (fos — f, C’"s)aaség‘ + Jans <aas€? - aam%)

E[PPWS—PPWnS]:fC( £ ) (B.1)

aa e aan e,

18Because of the fixed firm type and owner match component in productivity, employment dynamics will
not directly inherit features of the AR(1). In general, persistence will be much higher.
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Table B.1: Sold v. Non-Sold Characteristics

Moment Sold Non-Sold
Average TFP 469,281 426,060
Average € 1.15 1.22
Average 68.39 59.02

Average z 6017.06 6014.52

Equation relies on the fact that fixed costs are ii.d. and uncorrelated with all
components of the productivity term, a. This equation shows that measured changes in
the average difference of profit per worker (holding labor fixed), are driven by changes in
productivity, which can result both from changes in owner abilities as well as the idiosyncratic
term.

Finally, we set signal precision 1 to target the decline in survival at sale. In the model,
absent any signal noise (i.e 1) = 1), sales will never cause firm exit as all accepted new owners
are strictly better than current owners. In the event study, however, this is not the case. It
is possible that if sold firms are closer to exit thresholds then a negative impact of sale could
be spuriously recovered through selection. In general however the calibration finds that a
noisy signal is required in order to reproduce declines in survival as in the data.

B.2 Selection on Sales

With the calibrated model in hand we can return to the question of selection, raised in the
empirical section. Table reports average TFP, owner match quality (¢), firm type (7)
and the idiosyncratic shock (z) for the set of sold and non-sold firms (computed annually
and then averaged).

The simulated data show the sales mechanism at work. Sold firms have better firm types
but worse owner matches relative to non-sold firms. On average they are more productive
than non-sold firms and therefore larger by comparison. Importantly, there is no significant
difference in the average idiosyncratic component, consistent with our empirical finding that
profit and survival patterns are similar among firms that were growing or shrinking pre-sale.

B.3 Inspecting the sales mechanism

In the model, there are four key determinants of the search and sales decisions of a given
firm. Owner match quality (€) and firm type () determine the size of the expected gains to
searching for a new owner. Search costs ¢, paid up front, imply that expected gains must be
sufficiently large before search takes place. Finally, conditional on searching and receiving a
signal s, uncertainty about the signal (1)) determines whether or not such a proposed sale is
accepted. Figure |B.1| presents two graphs of policy functions to gain intuition for how these
four elements interact.

Panel illustrates how owner match quality, firm type and search costs interact. For
each grid point of firm type, the y-axis graphs the level of match quality above which no
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Figure B.1: Sales Mechanism: Firms, Owners and Uncertainty
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search occurs. Thus, below the line is the search region. For the lowest type firms, search
never occurs. This is because, even with the worst owner match, the expected value of search
is simply not high enough to justify paying the search cost c¢;. As firm type rises, so too
does the expected value of searching for any level of match quality. Higher type firms search
for better matches even if they are already fairly high in the match quality distribution. Of
course, while the value of search rises in firm type, it also falls in owner match quality (the
expected gain to finding a new owner is smaller). No firm searches when they are at the top
of the match quality ladder.

Panel illustrates the impact of uncertainty on sales probabilities (conditional on
being allowed to search). For a fixed firm type (the midpoint of the distribution) we vary
owner match quality along the x-axis and compute the implied sales probability as the
likelihood of accepting a sale conditional on the signal distribution. An uninformative signal
(¢» = 0.1) means that sales are close to a random draw from the sampling distribution. In
this case, firms with matches below the average match quality in the sampling distribution
sell, while those above average do not, leading to sales probabilities that look like a step-
function (dashed line). As uncertainty is removed and the signal quality improves, we see
that, around the average match quality, sales become less likely for worse matches and more
likely for better matches. Firms with better matches are willing to sell if they receive a high
signal because the expected match quality is in fact high and vice versa for firms with lower
owner match quality when they receive a low signal. Because new owners are drawn from a
distribution, it will always be the case that sales probabilities are one for the lowest match
quality and zero for the highest, but signal precision gives the model scope to induce firms
with higher owner matches to sell in some cases.
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C Additional details on sales and firm dynamics

C.1 Survival from Sales, by Firm Type

Figure details the share of surviving firms that rely on the option value of sale for their
continuation decision. For sufficiently productive firm types (7 > 4) the option to sell, while
valued, is not determinative for their survival. This is true also of the lowest productivity
firms. However, among types v € {2,3} the expectation of sale is crucial to survival for
between 4%-8% of those firms.

Figure C.1: Share of Survival Due to Sales by Firm Type
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C.2 The role of uncertainty

How much does risky ownership matter in the aggregate? Within the model, uncertainty
(¢ € (0,1)) is a necessary ingredient to deliver declining survival in the first few years
post-sale. However, because the negative survival impact is driven by smaller firms, it is
not immediately clear how much uncertainty impacts the aggregate economy. Table
computes the benchmark model while setting p = 1 and compares calibration moments
between the benchmark model and the No Uncertainty case. In the aggregate, we can see
that removing the risk of ownership change has negligible impact on firm size or entry and
exit dynamics. The primary impact of removing uncertainty is that sales rates decline by
twenty percent, with a smaller decline among the largest firms. This decline in sales results
from changing search and sales behaviour. In particular, the negative sampling correlation
implies that smaller firms tend to have better owner match qualities. However, in these
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Figure C.2: Model with No Uncertainty - Event Studies

(a) Event Study: Model Profits (b) Event Study: Model Survival
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cases uncertainty actually increases the probability of sale, as can be seen in Figure [B.1b]
As uncertainty is removed, these firms are less likely to sell.

Table C.1: Equilibrium Impact of Uncertainty

Target Benchmark No Uncertainty (¢ = 1)

Avg PPW 46,187 46,337
Exit rate 2.6% 2.5%
Median emp 4.22 4.1
PPW change at sale ES ES
P75/P25 emp ratio 6.8 6.9
Autocorr. emp 0.96 0.96
Variance emp growth 0.39 0.39

Sales rate 0.80% 0.64%
Mean size sold 18.9 19.2

Large firm sales® 1.03% 0.96%
Survival at sale ES ES

(a) “ES” refers to the event study.

The impact of a sale, however, becomes more positive, as expected. Figure plots the
event studies on simulated data from the No Uncertainty case against the empirical data.
There is little noticeable difference in the profit impact at sale, but the removal of uncertainty
eliminates the negative impact on survival completely, with sold firms exiting somewhat less
than their comparator firms in the years after sale.

C.3 Event Study Results - Positive Correlation

Figure reports the event study results (comparing the model and data) in the calibrated
model with a positive correlation. Profits do appear to rise at sale but not by nearly as much
as in the data, while the survival impact of sale is minimal.
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Figure C.3: Model with Positive Correlation - Event Studies

(a) Event Study: Model Profits (b) Event Study: Model Survival
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C.4 Additional graphs from the subsidy experiment

Figure [C.4] presents two panels comparing stationary distributions in the benchmark and
subsidy economies. Panel shows the distribution of owner match quality in the two
economies. In general, owner match quality is higher under subsidies, with a shift in the
mass above match quality seven (in the grid of match qualities). However, as can be seen in
Panel this shift in the mass of owner matches (gridpoint seven and above) coincides
with a significant drop in sales rates, even though search behaviour isn’t notably altered.
This distributional shift is the source of the small decline in aggregate sales rates.

Figure C.4: Examining the Optimal Subsidy

(a) Distribution of Owner Match Quality (b) Sales Rates by Owner Match Quality

!

25

o4

20
L L

15

Share of Searching Firms (%)
10
1
Sales Rate (%)

5
L

i 2 3 4 5 6 7 8 9 10 1 12 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

Owner Match Quality € Owner Match Quality &
l_ Benchmark [ Subsidy ‘ I Benchmark [ Subsidy

The source of the the decline in sales rates of among the very highest type firms can be
seen in Figure The left tail of low quality owner matches is significantly reduced, in
favor of higher quality matches (¢ = 6-9, roughly). With these higher owner matches, sales
rates will decline even if search is cheaper.
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Figure C.5: Distribution of Owner Match Among High Type Firms
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